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“Which modality matters most for a good video summary?”🤔
Key Challenges
• Dynamic modality saliency: The dominant cue shifts over time within the same video.
• Static fusion limitations: Existing methods often fuse modalities uniformly or favor visual cues.
• Temporal + cross-modal reasoning: Effective summarization requires both long-range 

temporal modeling and adaptive modality interaction.

Contributions: TripleSumm, MoSu, and state-of-the-art performance — All Publicly Available!

TripleSumm separates temporal refinement from cross-modal fusion, 
where a fusion token enables frame-wise adaptive modality selection.

  1. Input: Visual, text, and audio features are projected into a shared space with a neutral fusion token.

  2. MST: Windowed Self-Attn expands from local to global to capture multi-scale temporal dependencies.

  3. CMF: The fusion token attends to modality-specific tokens at each frame.

  4. Output: The fused representation is mapped to frame-level importance scores.

  5. Training Objective: The model is trained with an L2 loss against ground-truth scores.

TripleSumm dynamically shifts attention across visual, text, and audio cues, 
producing summaries more aligned with the ground truth.

Existing benchmarks are either too small or lack text/audio modalities.

Dataset Construction:
MoSu is the first large-scale dataset to provide all three modalities across diverse categories.

Frame Importance Annotation:
Ground truth is derived from YouTube "Most Replayed" statistics, based on aggregated replay behavior 
from 50,000+ viewers per video.

YouTube "Most Replayed" statistics
used for frame-wise importance annotation.

State-of-the-art performance on MoSu with high efficiency!

F. Additional Insights
Zero-shot results on 70.4-min videos 
suggest long-form video summarization 
as a promising next direction.

Scaling training data improves performance, 
motivating large-scale video summarization research.


